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Introduction: 
Applications with different QoS requirements share a common network resource in today's broadband packet-

switched network. Often times, without proper provision of differentiated service based on QoS requirement of 

each application, network resources may get congested when many subscribers are simultaneously online. 

For example, IP packets from a low latency application like banking could get stuck in the same queue as 

packets belonging to a relatively high latency application like download/video streaming, thereby causing a 

large delay in page-load times and in turn poor customer service. One solution to this problem is to prioritize 

traffic according to their QoS requirement. To prioritize different traffic flows, traffic flows are binned into 

queues of different QoS classes that are serviced accordingly. 

Previously deployed traffic classification systems used deep-packet inspection for unencrypted traffic, and 

packet-headers signatures with additional meta-data like IP address and DNS lookup for encrypted traffic. 

However, most of these approaches are not adaptable to new applications/changing traffic. In addition, packet-

based statistics are expansive and require lots of storage space for collected data. Also, as more and more 

domains and IP addresses dynamically deliver multiple types of content, any prediction not based on traffic 

characteristics will cause system under-utilization.  

In our work, we use application layer characteristics estimated from TCP headers for transmitted and received 

packets along with TCP internal state variables at the Customer Premise Equipment (CPE). These metrics are 

short summaries of objects transmitted and received in a TCP connection, and can be compressed and stored 

without incurring significant storage penalties. In addition, since application layer metrics look at TCP sequence 

numbers, they can account for packet re-transmissions as needed. They are also not skewed by other network 

level dynamics like congestion, packet losses and re-transmissions.  

Figure 1: Overview of the satellite communication system 

The application-layer metrics we focus on are the estimated sequence of requests from the client and 

responses from the server, their sizes in packets and bytes, their relative timestamps, and some other 

informative parameters. These application layer features are then used to classify the connection into different 

QoS classes.  

Rule-based and machine learning approaches are better than traditional classification approaches that use 

DNS(Domain-name system), SNI(Server-name indication) or IP address because they only rely on packet and 

object size/timing statistics, and not on their content/destination. Rule-based algorithms seek to build a set of 

constraints that define each QoS class namely streaming, interactive, transactional, download and upload. 

These constraints are difficult to model accurately and require a lot of domain expertise. Moreover, the set of 

formulated conditions may not be exhaustive enough to incorporate all the variations possible in field data, 

and hence these models may not be very accurate.
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Machine learning models for traffic classification: 

Machine learning algorithms seek to build models that can predict the outcome of a connection based on data. 

They also only rely on packet and object timing or size and not on their content or destination. As these 

methods rely on statistical or time series features, they can handle both encrypted and unencrypted traffic.  

They are more amenable to traffic pattern changes because any radical changes in protocol like the one from 

TCP to QUIC / emergence of a new application can be dealt with simply by collecting new data and training the 

model by adjusting the model parameters. Machine learning models can be broadly classified into supervised 

and unsupervised/semi-supervised learning algorithms. Supervised models for example logistic 

regression/SVM require an explicit labeled training dataset. Their performance heavily depends on the hand-

crafted features used, which require expert domain knowledge. Moreover, these models are very limited in the 

class of functions they can model; and cannot be generalized to arbitrarily large number of data-points. Large 

capacity models are required to encapsulate all the variations seen in real-world traffic patterns.  

Recently, deep learning models have gained traction as general machine learning models that can model 

highly non-linear functions, and if given enough data, they can learn a generalized mapping between inputs 

and outputs. Deep learning eliminates the need to select features by a domain expert because it automatically 

selects features through training. This characteristic makes deep learning a highly desirable approach, 

especially as new traffic patterns constantly emerge and old ones evolve. Hence, deep learning presents the 

flexibility to build an end-to-end system that can learn any arbitrary function that can model the relationship 

between application layer characteristics and QoS class, given sufficient training data.  

Figure 2: Deep neural networks in our experiments. Feed-forward network(left) and recurrent network(right) 

We propose the use of two sets of features depending on available computational resources – 1) Flow-level 

detailed metrics which are estimated from TCP header and sequence numbers, and 2) flow-level summary 

features like total number of packets/flows, total response size/flow and so on. Collecting summary-features is 

relatively easy, and the resulting model is light-weight and can run on an embedded system without demanding 

excessive computational resources, but the model falls short when it comes to accuracy of its predictions. 

Application layer metrics contain features like exchange time, request size and so on for each object, and is 

hence, a sequence of features for each object.  

Performance evaluation: 

In our work, we experiment with different conventional machine learning models like Random forest, k-Nearest 

neighbor, SVM, XG-boost, and compare them to state of the art neural network architectures for real-time 

traffic classification. We built different feed-forward neural networks for detailed features and summary-level 

features, and combine the predictions from the two networks with another fuser-neural net. To aid with real-

time traffic classification, we also used a recurrent neural network that can process application-layer object 

features as they are received without waiting for end of connection. We compare the performance of each of 

these models in terms of their accuracy, scalability and computational requirements. 




